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Session 7 Accelerators: Generative Models and Specialized Decoding
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#7-1 Silicon-Oracle (Soracle): A Multi-Modal Autoregressive Model Accelerator for

Context-Aware Assistance on Mobile Platform
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M OH®W =22 mobile TAOIM image?t textE EA KXZ|StE  multi-modal
autoregressive accelerator?! SoracleS H|QFotCh YOl LM accelerator?t EHe| text
generation® OfL|2} visual autoregressive model2 O| &%t image generation7tX| StLt2|
accelerator®| A X 2|5tCt =F0|AM+E mixed-precision MACR2| &2 hardware cost,
weight@t K/Ve| BHE X Ol external memory access, 12|11 2 probability token7tX| 2

F AMSHEN ZYste 22 dits F2 ZME 20

Soracle2 X Exponent-Tracked LUT-Counter MAC, ET LC-MACS AtE3 mixed-
precision @4t HES ZEQICH LN QI multiplier CHA! LUTRt counterE 0|83 ¢Atst
1 exponentE HEZ FH| MZE CHE precision?| #t= accumulation®tCt. Canonical
term decompositiont equivalent-term coalescing= O|&3ll counter activation= = ?ILCl.
£d Z1t conventional multiplier-based MACIH H|Z3 S W powerE 71.7%, areas
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row-broadcast/column-unicast(RBCU) TZO|C}  Query, score,
probability X8 A AM2EZl= HIO|E &= row W2 Z broadcastStO] spatial reusedt,
weightt K/VAE Bt= AL8E|l= OIO|EH= 2 memory®| XMZESH F| column HH2=
MES] temporal reuse®tCt O|E S5l attention head LHFO0|A HIO|EE ZE|CHD THAFE
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O|2t & slice-shared logz-partition quantizationt bandwidth-aligned streamingg2 &-&
S weight storage®t refill& 0|1, O|™ generation2 dominant token ?X|7} Ct&
generationO| A{= O|0{X|= £/dZ 0| &% dominance-trackable attention2®Z QxKr2f
PxV S4t2kS EQLCE QKV projectiont FFN weights 2t 76.7%, 86.2% ZASHL refill

request HA| ZtZH 88.9%, 93.6% ZARMLCE

28 nm FDSOIOA H|ZHEl Soracle2 20.25 mm? die areaS 7HX|O, Infinity-125M2 0| &
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#7-2 A SPECTRA: An Asymmetric-Precision Speculative Decoding LLM Accelerator with
Product Quantization and Reconfigurable Flip-Flop Buffers in 28nm CMOS
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Feature 0S Feature | ISSCC'25 [5] Ours
MX Format [>Hard Quant. Nonlingar Product
[Token Similarity|>None (&3 Precision 4 bit 1-4 bit

Adder Cost [>High [F3Low

Generality [ Specialized |E2 Add-on
PSUM Access [EaLow |[>High

GEMV_[X_ No Yes

[Z13 2] Prefill-Decode-VerifyOf| 2t dataflow?t HH+= SPECTRAL| reconfigurable Of7|ElX]

=@ SPECTRAE LLM2| speculative decoding= hardware architecture®| %
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token® GEMVE BtE3l2 2 external memory access®| @S IAAH HECH =&
OlX&= speculative decoding?| £dE 0|83 F=z7F IS2% prefilldt verifyll=
MXINT8S At83st1, 2757} 2SI E target modelOf|Al CHA] HBZE £ A& draft
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Hardware ZHO|AM 7tE Z23% £&22 Reconfigurable Flip-Flop Local Buffer(RFLB)O|
Ct &% RFLBZ} prefillof A= partial sum buffer, decodeO| Al = PQ lookup table, verify
0| Al = transpose buffer2 &ZFStCE PrefillOf M= burst-coalesced weight-stationary 24
O 2 PSUM accessE 8H| &0|11, clock gatingZt input gatinge &3l RFLB LHE powerZ
86% =0 MK prefill stage energyES 24% ZHAA|ZiLCEH

Decode®| A= RFLBE PQ-LUT2Z Aj7-dotd, 02 PEZL SA[M LWUTE 8= M Y
St= area overheadE Z0|7| 28l Shared-Prefix Multi-Readout(SPMR) 71 XE Atg3t
Ct. 256-entry LUTE 4702 bankZ Lt+1 prefix decoderE 392 ZM =2 read
throughput2 22 areaZ T3ICE A AQLMI} PQCache workloadO®l Al 22t 8.6HY,
13380 &2 throughput® 231, AQLM 7|& MXINT8 MAC array2C} energy 5.9tH,
GEMV throughput2 7.7 7{ M E|QUC}

Verify EEAOAM= RFLB2| transpose 7|&& O[&3l input-stationary &4 22 dataflow
£ BHO MAC utilizations 1.9~2.4H =QICt. £ PQCacheE O| &3l long-contextO|
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SPECTRAE 28 nm CMOSO|A] THHE|IR M 148~635 MHzO| Al SEHSHCE GSM8K, GPQA,
PIQA, MATH5002 O|&2%t Llama-3.1-8B target / Llama-3.2-1B draft model E7}0j|A
accuracy loss 10| MXINT8 baseline CHH| EMA 4.1H{, latency 3.7H{E =0[1, FP16
baseline CHH| Z+2f 7.7HiQt 73HHE Z= AL} SHLEC| accelerator® ZE phased| &
A AtE3t= ZO0| otL2l, prefill, decode, verify®] AMZ CHE it EMof| 30
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#7-3 A Full-MWPM Surface Code Decoder with On-the-Fly Weight Computation and

Cross-Platform Adaptability Achieving 1.9X10° LER and 20.8-ns Decode Time at 4K
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[1& 3] On-the-fly weight computation, lock-pair evaluation, parallel MWPM engineL & T4
cryo-CMOS decoder

M H® =& quantum error correction(QEC)2 9Tt cryo-CMOS decoderO|LC}.
Surface codeO| M= BH=H QI parity checkE &3l flipped syndrome bit(FSB)E A=35t1
O] FSBE MZ matchingdto] LMDt errorE FETICH F&ZIt =2 CHEXQ HEO|
Minimum Weight Perfect Matching(MWPM)O|X| B} FSB =7t B7t&+E 7t53t matching
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| BO{Zl FSB AtO|Q| weightE decoding Al 3T pathl| adjacent weightE EHHA]

A AFSECE Error probabilityl] &0| —log #et 0|2 weight?| 222 HHH= 54& 0|8

ot Z0|Ck Z|Cf 67H2| local weightE o cycleO A4t5tD, O|F &3 weight memory
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areas 989t EO0|HA| distance 217tX| arbitrary weightS X|@BtCt.

& 9K HA2 lock-pair-based speed tuningt parallel MWPM engineO|Ct 7H& %H2
weightE Zt= FSB pairE 2 7H MK lockdt #EHE CHE pairE search CH&0fA
HAZECZMN 2 FSB =5 ZQICL Lock-pair &£ configurabledtd] MZ CHE qubit
platform2| coherence time0 30| decoding speed& Z=FEE £ JUCL O|F 2 FSB
= depth-first search 7|2t parallel MWPM engine®|Al X 2|51, unmatched FSBZF 67
O|5t7F &l 77H2| match core?t MZ CHE S EE SA|0f Aitotrt,

40 nm test chip2 &AM 4 K cryostatOiiM ZEEAU2M, surface code distance d=9,
PER=10"3 Z=Z0{|A 1.9x10°¢ LERZ} 20.8 ns decode time, 2.46 nlJ/decodeS =M3ZULCE.
Full MWPM decoding threshold= 2 0.0470|0, d=11, PER=10"3 20 M= 474Q| pair

£ lock S If average decode timeO| 17,8708 ZrA$HC}

7|E surface-code decoder?} speedE I3l approximate algorithm2 At&dts 227t

2 A 22|, 0] =22 weight storage?}t matching architecture XtH|E HFO| full
MWPMEZ hardware2 T ¥UCH= HO| QIHHO|CE ESH decoderE 4 K stageOf &FH
HiX|St lock-pair =& ZHS| M= CHE qubit platform0 iE3t==E HCh= FOi|A
algorithm® OfL|2} AKX quantum computing systemD}t9| integration”7tX| 12{st MA 2t
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O|H M =28 Z0| EH accelerator?t dedicated processor 717} Chad| GitzkS =
Ol YoM HOLt workload?t HMZ 2= FEXHQ £4E hardwareOllM EHHY &
8l= Wekoz EhMetDn QIch= MOo| & EOICH Soracle2 attention LHE2| reuse?t

dominant tokengs 831, SPECTRAE prefilldecodeverify| MZ CHE E-40f [zt
hardwareES M7 45IH, MWPM decodere ZE weightS X&SHX| 1 ot =7t
A AFSHCE

A5 M =2 25 "BAS O HEA Aigd AQAVMED FAE 20| XESIAHL O|F
StZHLE HASEK| UOIE E|=71E WA X1, 0|2 3|22} architectureE2 THICH= &
S7HO0| ALt Memory access@t data movement?t BHE G 2 system bottleneckO| Zl&
20l 0|23t workload-aware optimization0| %2 2= st HA #ako| & He
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